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Abstract 

This paper focuses on the perceptual distinction of place of articulation of 
the German voiceless obstruents [pf ts p t f s] under various aspects. The 
experiments provide insight into speech recognition of humans and 
machines under noisy conditions and limited bandwidth. The contribution of 
particular frequency regions to speech perception is tested by using high- 
and low-pass filtered speech stimuli in frequency bands below and above 4 
kHz. The CVC speech stimuli were cut from speech data recorded in a 
natural environment with different speakers and played to 16 listeners. The 
listeners had to decide which place of articulation they heard within the 
groups of affricates ([pf] vs. [ts]), fricatives ([f] vs. [s]) and stops ([p] vs. [t]). 
The degree of correct identification of the sounds was analyzed as well as 
the reaction times the listeners needed to recognize the particular sound (the 
measurements started with the beginning of the obstruent).  

The low-pass filter condition (0-4 kHz) roughly correlates with a speech 
signal that is perceived over a telephone line. This condition was chosen to 
indicate whether place distinction is possible at all, especially [f] and [s] are 
commonly known to be hardly discriminable. The high-pass filter condition 
(4-8 kHz) was chosen to prove the reliability of those metrics, such as 
spectral peak location which claim to allow a place differentiation in the 
higher frequency regions, at least for fricatives. The results show that the 
low-pass filtered stimuli allow a reasonable but not exact place distinction. 
Labial affricates, stops and fricatives showed higher identification rates 
compared to the alveolar obstruents. Thus, labials revealed higher 
recognition rates compared to the alveolar sounds in this condition. The 
high-pass filter condition showed that nearly all sounds were recognized as 
alveolars, including the labial sounds, but this does not allow the conclusion 
that alveolar sounds were recognizable at all.  

The results of these experiments contribute to the question of robust acoustic 
cues in the speech signal that can be used for automatic speech recognition. 
The results of both experiments gain insight into the amount of confusion 
between the investigated obstruents and, on the other hand, the reaction 
times that the participants needed to decide for a particular sound provide 
clarification on the nature of linguistic processing. 
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1. Introduction 

The experiments described here were conducted to 
clarify the impact of frequency information from 
particular frequency regions on the correct place 
identification of the investigated affricates [pf] and [ts], 
the stops [p] and [t] and the fricatives [f] and [s/z]. 
Two experiments were conducted, one using low-pass 
filtered stimuli with a frequency range from 0-4 kHz, 
the other presenting high-pass filtered stimuli with a 
frequency range from 4-8 kHz. In speech perception 
research, the parameters are rarely set as in natural 
life, for example, synthetic stimuli might unwillingly 
leave out components, which were not considered for 
stimuli creation, but do have an influence on 
perception, as context does. For this reason, special 
attention was paid to the stimuli. The CVC stimuli (cf. 
Section 2.3) were cut from speech data recorded for a 
speech signal processing experiment (Hoelterhoff, 
2006) and contained ambient background noise since 
the recordings were taken in a natural environment. 
The data of both experimental parts (high- and low-
pass filter condition) were played to 16 listeners 
respectively and analyzed with respect to the obstruents 
confusion as well as to the reaction times of listeners to 
recognize the respective sound.  
As one might have experienced, sounds as [f] and [s], 
or [p] and [t], or [m] and [n] are the most likely sounds 
to be confused over a telephone line. Especially 
voiceless consonants are much easier to confuse 
compared to vowels because the latter show a rather 
distinct shape (i.e. the formants) in the acoustic signal. 
But consonant identification is eased by the context of 
vowels. Jongman, Wang and Sereno (2000) found that 
the accuracy of fricative identification achieves better 
results with a given vowel context than on the basis of 
frication noise alone. The results of Jongman et al. 
(2000) suggest that the fricatives [z/s, f] can be 
distinguished in the low-pass filtered condition, 
whereas it should be more difficult in the high-pass 
filter condition because all relevant information 
belonging to the vowel is cut-off. Consequently, it is 
expected that the spectral peaks of energy alone do not 
allow a correct identification, although the importance 
of spectral peak information was emphasized in a study 
of Heinz and Stevens (1961). They revealed that [s] has 
a lower spectral peak, between 4.5 and 6.5 kHz, 
compared to [f] with a peak above 6.5 kHz. Assuming 
then that there is not so much information with respect 
to energy for fricatives in the speech signal below 4.5 
Hz it should be rather impossible to distinguish [s] and 
[f] if the acoustic signal is low-pass filtered.  
Pollack (1948) found that in speech perception 
experiments using filtered stimuli, the intelligibility of 

speech can be described as a function of intensity in 
particular frequency regions. To eliminate the 
influence of intensity on the results of the present 
experiments, the amplitude was kept constant. 
The results of this perception experiment will also 
contribute to the question whether dynamic (measure-
ments taken at two different time slots in the speech 
signal that are related to each other) or rather static 
properties (measurements taken at one point of time in 
the speech signal) allow a better perception. In a 
speech signal processing study (Hoelterhoff, 2006) it 
had been revealed that relative amplitude in discrete 
frequency bands is an appropriate metric to distinguish 
the investigated obstruents in place of articulation - 
especially in the higher frequency regions above 4 kHz. 
The relative amplitude in discrete frequency bands is 
measured by subdividing the speech signal into eight 
separate frequency bands, from 0-1 kHz, 1-2 kHz up to 
7-8 kHz. The amplitude is measured at two points in 
the speech signal in each of these frequency bands: (1) 
at the center of the respective obstruent and (2) at the 
center of the adjacent vowel by applying 30 ms 
Hamming window over the exact center of the 
respective sound. The mean vowel amplitude (2) is 
then subtracted from that of the obstruent (1) resulting 
in the relative amplitude value of a particular 
frequency band.  
If the high-pass filter condition allows correct 
identification of place of articulation in the 
investigated obstruents, the theory of invariant static 
cues in the speech signal would be supported. But if the 
high-pass filter condition did not allow proper place 
identification, at least in the case of fricatives, the 
theory of invariant cues would be challenged because 
the spectral peak alone lacks information for proper 
perception, which usually comes from the consonant-
vowel boundary. If a correct identification of the low- 
and high-pass filtered (in the case of fricatives) stimuli 
is possible, these results would provide evidence for the 
implementation of the relative amplitude algorithm to 
an automatic speech recognizer. 

2. Experimental design 

The stimuli for the perception experiments were cut 
from speech data recorded for a speech signal 
processing experiment which is extensively described 
in Hoelterhoff (2006). 

2.1. Participants 

16 listeners were recruited from the linguistic student’s 
population of the University of Konstanz. All 
participants were native speakers of German and 
reported neither speech nor hearing impairments. The 
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subjects were paid for their contribution. The same 
number of male and female listeners participated. 
 

2.2. Method  

The listeners had to decide, which place of articulation 
- labial or alveolar - they heard in the respective groups 
of affricates [pf-ts], fricatives [f-s] and stops [p-t]. 
Accordingly, the session was subdivided into three 
tasks. Between each task, a break of approximately two 
minutes was taken. The complete session including 
breaks took approximately 20 minutes. Each session 
was conducted with 4 listeners in parallel. Two subsets 
of the speech materials were created (cf. section 2.3) 
that finally 8 persons listened to each subset summing 
up to 16 listeners altogether. The stimuli were played 
to the listeners over Sennheiser HD 520 II headphones. 
The listeners had to press one of two buttons labeled 
with the respective phoneme on a reaction time box 
(forced choice).  

2.3. Materials 

432 high- and 432 low-pass filtered stimuli were 
created that were mixed in a way that each subset 
contained the same amount of high- and low-pass 
filtered stimuli. Each subset was presented to a group 
containing eight participants and contained the same 
number of obstruents recorded in word-initial and 
word-medial positions. The stimuli consisted of a 
vowel followed by the obstruent followed by another 
vowel (CVC). For those stimuli that contained the 
word-initially recorded obstruent, the vowel of the 
preceding definite article was used, for example the 
original utterance Die Pfanne ‘the pan’ resulted in the 
stimulus [ipfa]. Six speakers were chosen from the 
original database and the speaker gender was equally 
distributed over the data. Thus, the stimuli were 
composed as follows: 6 obstruents x 6 exemplary words 
x 2 word positions x 6 speakers = 432 stimuli. To 
create the filtered stimuli, FFT Blackman high- and 
low-pass filters with a window size of 26.7 ms were 
chosen. The resulting high-pass filtered stimuli 
contained the frequencies between 4 and 8 kHz and the 
low-pass filtered stimuli contained the frequencies 
between 0 and 4 kHz. Examples of the filtered stimuli 
are shown in Figures 1 and 2. 
 

 

Figure 1: High-pass filtered stimulus [8pf?] 

 

Figure 2: Low-pass filtered stimulus [8pf?] 

The alveolar voiceless fricative [s] does not occur 
word-initially in Standard High German; instead the 
voiced [z] was used. 

2.4. Analysis 

Two measurements were taken (1) the number of the 
correct and incorrect responses (confusion) towards the 
respective labial and alveolar sounds was counted and 
(2) the reaction times the listeners needed to decide for 
a sound was measured. Affricates and stops were 
measured from the beginning of the closure and 
fricatives from the beginning of the frication. It was 
expected that affricates and stops had no disadvantage 
to be perceived less quickly because the listeners also 
heard the preceding vowel that contains information 
about a stops and affricates place in the transition. 
A full-factorial repeated measures ANOVA was 
computed to analyze the reaction times of the 
participants to the stimuli. The following factors were 
chosen to compute the ANOVA: 

• Correct or incorrect response to the Obstruent 
([pf, ts, f, z/s, p, t]) 

• Original Word-position of the obstruent in the 
stimulus (word-initial or word-medial) 

• Speaker Gender 
• Filter (high- or low-pass filter) 
• Subject (the 16 listeners), as random factor 

The factors were the same for each analysis. The 
standard least squares design with a Restricted 
Maximum Likelihood Estimation (REML) was used. If 
the results revealed a significant effect with respect to 
the factor obstruent, post hoc tests that build a contrast 
of a set of linear combinations of parameters in terms 
of the least squares means were performed.  

3. Results 

The results section starts with a report on the degree of 
confusion, followed by the results of the reaction time 
analysis. The reaction time analysis is here splitted into 
two different sections, one dealing with the correctly 
identified items, the other discussing the reaction times 
to the erroneously identified items. 
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3.1. Confusion analysis 

Few reaction times had to be excluded because no key 
was pressed at all. The following Table I shows the 
degree of confusion among the groups of obstruents in 
place of articulation. Overall, the low-pass filtered 
stimuli reveal definitely higher recognition accuracies 
compared to the high-pass filtered stimuli with respect 
to their place of articulation (cf. Table I).  

Table I: Confusion matrices of the high-pass 
filtered stimuli. The abbreviation “c.i.” corresponds 

to the number of correctly identified items.  

High-pass filter condition - word-initially 
 [pf] [ts] [f] [z] [p] [t] 
[pf] 51 31     
[ts] 234 254     
[f]   1 4   
[s]   286 282   
[p]     67 55 
[t]     204 225 
c.i.% 17.9%  89.1% 0.4% 98.6% 24.7% 80.4% 
High-pass filter condition - word-medially 
 [pf] [ts] [f] [s] [p] [t] 
[pf] 37 29     
[ts] 249 256     
[f]   3 2   
[s]   285 285   
[p]     76 49 
[t]     212 219 
c.i. 12.9% 89.8% 1.0% 99.3% 26.4% 81.7% 

Table II: Confusion matrices for the low-pass 
filtered stimuli. The abbreviation “c.i.” corresponds 

to the number of correctly identified items. 

Low-pass filter condition - word-initially 
 [pf] [ts] [f] [z] [p] [t] 
[pf] 271 40     
[ts] 15 245     
[f]   276 28   
[z]   10 256   
[p]     255 17 
[t]     21 270 
c.i. 94.8% 86.0% 96.5% 90.1% 92.4% 94.1% 
Low-pass filter condition - word-medially 
 [pf] [ts] [f] [s] [p] [t] 
[pf] 277 56     
[ts] 8 229     
[f]   258 77   
[s]   30 206   
[p]     273 17 
[t]     12 270 
c.i. 97.2% 80.4% 89.6% 72.8% 97.9% 94.1% 

The full-factorial ANOVA (Obstruent x Filter x Word-
position x Gender) revealed a significant effect with 
respect to the filter that was applied to the obstruents 
per word position [r2 = 0.54, F(5,6862) = 5.68, p < 
.0001). 
In the low-pass filter condition (cf. Table II), nearly all 
stimuli show high recognition accuracies in the 90% 
region. Only the word-initially recorded stimulus [ts] 
(86%), word-medially recorded [ts] (80%) and word-
medially recorded [s] (73%) show less definite results. 
Labial sounds are commonly better recognized than 
their alveolar counterparts apart from stops. Post hoc 
tests showed that the recognition accuracies of the low-
pass filtered stops ([p] vs. [t]) is not significant, 
whereas all other contrasts are highly significant. 
The listeners showed much more difficulties in 
recognizing the high-pass filtered stimuli. The labial 
high-pass filtered stimuli were nearly always confused 
with their alveolar pendants. Especially every high-pass 
filtered fricative was judged as being alveolar, only 
0.4% of the word-initially recorded and 1% word-
medially recorded [f] were recognized correctly what 
must be regarded as a lapse. The labial stops show the 
highest recognition rate with 24% of the word-initially 
and 26% of word-medially recorded stops. 
The results gained for stimuli recorded in word-initial 
and word-medial positions revealed no remarkable 
difference, apart from the low-pass filtered alveolar 
fricatives. The word-initially recorded stimulus [z] had 
a much higher recognition accuracy compared to the 
word-medially recorded [s] (word-initially, the voiced 
[z] was used because [s] does not occur at the beginning 
of a word in Standard High German, apart from some 
loans). In the high-pass filter condition, the perception 
of alveolar sounds is around the same as for the low-
pass filtered stimuli, again with stops having the lowest 
perception accuracy compared to affricates and 
fricatives (cf. Table I). In sum, the high-pass filtered 
stimuli were generally perceived as alveolars, why one 
cannot speak of real recognition of the alveolar sounds, 
whereas the recognition accuracy for the low-pass 
filtered stimuli was above chance and seems to gain 
enough information for the distinction of these sounds. 

3.2. Reaction times analysis 

The analysis of the reaction times was split into two 
parts. Correctly identified items were evaluated 
separately from those the listeners gave the wrong 
response to because the underlying processes are 
supposed to be different. 
The ANOVA revealed a significant difference in the 
reaction times of the correctly identified items. [r2 = 
0.25, F(5,4806) = 53.76, p < .0001]. Post hoc tests 
indicated a significant difference in the mean reaction 
times for the condition place of articulation for the 
stops [p] (638 ms) and [t] (598 ms) and fricatives [z/s] 
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(544 ms) and [f] (552 ms), both (t < .0001). The 
reaction times to the affricates [pf] and [ts] were not 
significantly different.  
An effect was also found for the even more interesting 
interaction Obstruent x Filter [r2 = 0.25, F(5,4806) = 
120.6, p < .0001]. If each low-pass filtered obstruent 
was compared to its high-pass filtered pendent, the 
post hoc tests revealed that all contrasts differ 
significantly in the listeners reaction times (all tests 
have the result t < .0001, apart from high- versus low-
pass filtered [t] with t ≤ .0188), except high- versus 
low-pass filtered [pf]. The results from the reaction 
times measurements are presented in Figure 3.  
 

RT correctly identfied items - obstruent per filter
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Figure 3: Average reaction times to the high- and 
low-pass filtered stimuli per obstruent of the 

correctly identified items. 

 
The analysis of the reaction times reveals that it is 
more difficult to recognize the high-pass filtered labial 
obstruents in comparison to their low-pass filtered 
pendants - apart from [pf] with no significantly 
different reaction times. With respect to the alveolar 
obstruents, it can be seen in Figure 3 that the listeners 
needed longer to identify the low-pass filtered stimuli. 
The results indicate that the type of filter has an 
influence on the reaction times that corresponds to the 
place of articulation of the respective obstruent. 
However, when the post hoc tests are calculated with 
respect to the condition place per filter, all contrasts 
show significant effects, apart from low-pass filtered 
[p] versus low-pass filtered [t]. The high-pass filtered 
labial obstruents reveal longer reaction times than the 
high-pass filtered alveolar obstruents [pf] (599 ms) vs. 
[ts] (536 ms), [f] (737 ms) vs. [z/s] (469 ms) and [p] 
(743 ms) vs. [t] (587 ms). The place contrasts of the 
low-pass filtered obstruents show the opposite 
tendency, here, the listeners need longer to recognize 
the alveolar obstruents [ts] (660 ms) vs. [pf] (605 ms), 
[z/s] (638 ms) vs. [f] (550 ms) and [t] (609 ms) vs. [p] 
(609 ms). 

Table III: Average reaction times in ms to the high- 
and low-pass filtered stimuli of the correctly 

identified items 

Filter [pf] [p] [f] [ts] [t] [z],[s] 
High 599 743 737 536 587 469 
Low 605 609 550 660 609 638 

 
The ANOVA calculated on the erroneously identified 
items (i.e. [pf] recognized as [ts], [p] recognized as [t], 
and so on, in the following abbreviated by [pf:ts], [p:t]) 
reveals an effect [r2 = 0.23, F(5,1930) = 5.1, p < .0001]. 
The Obstruent x Filter interaction of the erroneously 
identified items is highly significant [r2 = 0.23, 
F(5,1930) = 12.12, p < .0001]. Post hoc tests reveal 
that the contrast details on the reaction times of the 
high-pass filtered items are significant contrasting 
[pf:ts] versus [ts:pf] (t ≤ .0015) and [f:z/s] versus [z/s:f] 
(t < .0001). High-pass filtered [p:t] versus [t:p] reveals 
no significant difference.  
The analysis of the low-pass filtered items indicates a 
significant difference of the contrasts [f:s] versus [z/s:f] 
(t ≤ .0089) and [p:t] versus [t:p] (t ≤ .0004). [pf:ts] 
versus [ts:pf] is not significantly different. The graph in 
Figure 4 displays these results. 
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Figure 4: Average reaction times on the high- and 
low-pass filtered stimuli per obstruent of the NOT 

correctly identified items. 

If a high-pass filtered [f] is misleadingly recognized as 
[s] ([f:s], 478 ms), then the recognition time will be 
much quicker, as if the opposite situation will be the 
case: [z/s:f], (780 ms). The same pattern applies with 
the other labial obstruents that are recognized as their 
alveolar counterparts: if [p] is judged as [t], it takes the 
listeners less time (606 ms), as if [t] is reckoned as [p] 
(637 ms, however this difference is not significant), and 
finally [pf:ts] (568 ms) compared to [ts:pf] (640 ms). 
Evaluating the responses to the low-pass filtered 
stimuli, again the opposite pattern is observed: it took 
the listeners longer when the labial sound was confused 
with its alveolar counterpart ([pf:ts], 640 ms vs. [ts:pf], 
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599 ms, [f:s], 651 ms vs. [z/s:f], 558 ms, [p:t], 705 ms 
vs. [t:p], 557) ms, cf. Table IV). 
The post hoc tests calculated for each high-pass versus 
low-pass filtered stimulus also showed highly 
significant results in all tested contrasts, apart from 
high-pass filtered [ts:pf] vs. low-pass filtered [ts:pf], 
which is not significant.  
Comparing the results of the average reaction times of 
the erroneously identified items to those of the correctly 
identified items, the distribution is found to be 
analogous to what the listeners perceived. If a listener 
perceived an [s] instead of the originally played [f], the 
reaction time is corresponding to that of an [s] of the 
correctly identified items. Conclusively, the reaction 
time fits to the actual perceived event, regardless of 
what had been played to the listener. The graphs in 
Figures 3 and 4 visualize this result by the inversion of 
the measurements gained for high- and low-pass 
filtered data (the lines of the graph displaying the 
erroneously identified items are distributed the opposite 
way as the measurements of the correctly identified 
items). 

Table IV: Average reaction times in ms to the high- 
and low-pass filtered stimuli of the NOT correctly 

identified items. 

Filter [pf:ts] [p:t] [f:s] [ts:pf] [t:p] [z/s:f] 
High 568 606 478 640 637 780 
Low 640 705 651 599 557 558 

 

4. Conclusions 

With respect to the usability of particular frequency 
regions, the perception experiments demonstrated that 
(automatic) speech recognition of German obstruents is 
also possible if only a limited frequency band from 0 to 
4 kHz is available supporting the results of an acoustic 
analysis experiment by Hoelterhoff (2006) that revealed 
the ability of the automatic recognition of the 
investigated German obstruents in limited frequency 
regions. However, the results of the acoustic analysis 
had also revealed that the obstruents are discriminable 
in the higher frequency regions. This finding was not 
supported by the results of the present perception 
experiments or at least it has to be concluded that 
humans are not able to discriminate obstruents in place 
of articulation on basis of high-pass filtered stimuli 
with a cut-off frequency of 4 kHz. 
Overall, the results correspond with those of Pollack 
(1948) insofar that the higher frequency regions 
contribute less to the intelligibility of stimuli. Since the 
frequency filters applied in the two investigations 
differed, a direct comparison is not possible. 
The perception results also brought up that spectral 
peak alone is no sufficient cue to identify place of 

articulation in the investigated obstruents (cf. Heinz & 
Stevens, 1961). If the spectral peak was sufficient for 
place identification, at least fricatives would have been 
distinguishable in the high-pass filter condition and 
would have been rather confused in the low-pass filter 
condition, but this was not the case. 
In sum, it had been shown by the perception 
experiments that the high-pass filtered stimuli were 
hardly recognizable at all. Nearly all sounds were 
recognized as alveolars. The low-pass filtered stimuli 
showed much higher recognition rates above 90% for 
most of the stimuli. The labial stimuli showed slightly 
higher recognition accuracies in comparison to the 
alveolar ones in the low-pass filter condition. Thus, the 
low-frequency region allows good but not optimal 
recognition.  
The reaction time analysis of the high- and low-pass 
filtered stimuli did not differ significantly regarded as a 
whole: in the high-pass filter condition, the listeners 
reacted quicker on alveolar obstruents, whereas in the 
low-pass filter condition labial obstruents were 
recognized more quickly. It can be concluded that the 
presence of particular acoustic cues seems to ease the 
auditive processing. For alveolar obstruents these 
acoustic cues are also located in the higher frequency 
regions, whereas the acoustic cues to recognize labial 
sounds can be found in the lower frequency regions 
only. 
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