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Abstract 
Building on algorithms developed in earlier work (Hawkins et al., 1994a, 1994b; 
Hawkins, 1997; Hawkins et al., 2002), this study develops a new technique for 
improving the accuracy of formant estimates produced by an analysis-by-synthesis 
formant tracker (DPTRAK, Clermont, 1992). DPTRAK is evaluated by comparing its 
formant estimates against those obtained manually by the first author when he 
inspected the spectrogram of each vowel produced by each speaker. Applied to 13 
male speakers uttering the 11 monophthongs and eight diphthongs of Australian 
English, DPTRAK produced results that varied in accuracy across speakers. The 
percentage of speech frames tracked accurately varied from 99% for the best speaker 
through to 58% for the worst speaker. We develop the SpeechSifter algorithm to sift 
through the speech frames tracked by the DPTRAK formant tracker (or any other 
formant tracker) and select only those frames that are likely to be accurately tracked. 
This unsupervised algorithm first selects the ideal speaker on which to train a 
Replicator Neural Net (Hawkins et al., 2002). The trained Replicator Neural Net is 
then used to screen those speech frames on which the formant tracker is highly likely 
to have made accurate formant estimates and to discard the rest. We demonstrate the 
value of this approach. First, we demonstrate that we can accurately predict which 
speaker will provide the ideal training speaker for the RNN. Next, we apply the trained 
RNN to a speaker and show that that it is possible to achieve a 90% accuracy rate 
whilst retaining 75% of the speaker’s original speech frames.  This is an improvement 
on the DPTRAK algorithm which achieves an accuracy rate of only 81% for this 
speaker.  
 

 

1. Introduction 
Formant frequencies represent the resonant frequencies of the 
vocal tract configuration that is used to produce a vowel 
sound. Given the importance of the formant pattern in 
representing the perceived quality of vowels, machine 
estimation of formants from the acoustic speech signal has 
been of ongoing interest for generations (Olive, 1971; Rosner 
and Pickering, 1995; Hogsberg, 1997). However, although the 
use of formants in speech analysis and modeling is appealing 
in principle due to their close relation to the geometry of the 
vocal tract, reliable formant frequencies have proven to be 
very difficult to extract from the speech wave (Hogsberg, 
1997).  

The earliest algorithms involved peak-picking but this 
method proved to be highly inaccurate (see discussion by 
Olive, 1971). A more accurate approach to the estimation of 
formant frequencies is the analysis-by-synthesis method, 
which compares a speech spectrum with a spectrum generated 
mathematically according to a three-resonance or four-
resonance model. Initially, these methods attempted to 
minimize the error between the original spectrum and the 
synthetic spectrum by recursively varying only one resonant 
frequency at a time. However, more recently, these methods 
have involved the simultaneous solution of all formants for a  
 

least square fit (Talkin, 1987; Clermont, 1992). These 
methods decompose the formant tracking problem into two 
parts:  
(1) the generation of as many possible formant frequency 
candidates as possible based on some analysis of the speech 
signal; and (2) labeling a subset of these candidates as 
formants.  

Over the years, a number of analysis-by-synthesis formant 
estimation methods based upon the dynamic programming  
approach have been devised and have met with varying 
degrees of success (Talkin, 1987; Clermont, 1992). In the 
current study, we show that one of the best performing 
analysis-by synthesis trackers, DPTRAK (Clermont, 1992), 
which is a significant improvement over Talkin’s Dynamic 
Programming tracker (1987), varies greatly in its accuracy 
depending on which speaker is being tracked.  
. 

2. DPTRAK formant tracking algorithm 

2.1. Speech data 

Our speech data was derived from 13 Australian male 
speakers when they uttered the 11 monophthongs and eight 
diphthongs of the General variety of Australian English in an 
[h-vowel-d] context. The entire region of each vocalic nucleus 
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was tracked, rather than just the target or steady-state region 
of the vowel sound. The speech data were recorded by Millar, 
O’Kane and Bryant (1989) and processed by Hawkins (1997).   

2.2. Applying DPTRAK 

The DPTRAK formant tracker (Clermont, 1992) was used to  
estimate the frequencies of the first three formants in each 
speech frame of the vocalic nucleus. In this method, LPC 
analysis, followed by polynomial root-solving of the all-pole 
LP analysis, was used to yield a set of candidate formant 
frequencies and bandwidths. The actual vocalic spectrum was 
then compared to all possible ways of using these candidates 
to mathematically synthesize a four-resonance model of the 
vocalic spectrum. The algorithm then selects those four 
formant frequencies that produce the closest match to the real 
vocalic spectrum. 

In our current study, our emphasis was to maximize the 
number of speech frames in each vocalic nucleus in which all 
three formants were accurately tracked.  Hence, in deriving a 
set of formant frequencies, we modified the DPTRAK 
algorithm such that it systematically explored all possible 
ways of applying the formant tracker to a particular vocalic 
nucleus.  

We initially define the onset and offset of the vocalic 
nucleus as those points that lie at 12% of the maximum energy 
level in the nucleus. Unlike Clermont (1992), we 
systematically expanded and contracted the size of the vocalic 
nucleus during tracking to maximize the number of speech 
frames in which accurate formant estimates were made. This 
meant systematically varying the start point at which the 
formant tracker began tracking and varying all combinations 
of the following parameters: (1) the maximum allowable 
frequency of F3; (2) the maximum permissible bandwidths of 
each of the formants; and (3) the onset and offset of the 
vocalic nucleus. We selected that particular combination of 
parameters which yielded the most speech frames in a 
speaker’s vocalic nucleus in which all three formants were 
tracked accurately. The optimal set of parameters was 
established empirically for each vowel and for each speaker.  

Three criteria were used to decide whether or not the 
formants in a particular speech frame had been estimated 
accurately. First, the formant had to agree with the estimates 
obtained by the first author when he visually inspected a 
spectrogram of the speech frame in question. Second, formant 
bandwidths had to lie within the expected limits for that 
formant. Third, there was a requirement for continuity in the 
frequencies of a formant across adjacent speech frames.  

If any of the first three formants in a speech frame was 
inaccurately estimated, the entire speech frame was scored as 
an error. A speech frame was only scored as correct when the 
frequencies of all of the first three formants were accurately 
tracked.  

2.3. Evaluation of DPTRAK algorithm  

Applied to 13 male speakers of Australian English, we 
compared the results of the formant tracker to the frequencies 
of the first three formants as manually estimated by the author 
when he visually inspected the spectrogram of every speech 
frame of every vowel sound produced by every speaker.  This 
was done by hand-drawing tracings through regions of the 
spectrogram which displayed the highest concentrations of 
spectral energy.   

We found that the percentage of accurately tracked speech 
frames depended upon which speaker was uttering the sounds. 
The accuracy of DPTRAK ranged from a high of 99% 
(speaker 4) through to a low of 58% ( speaker 13). Of the 13 
speakers on which the tracker was evaluated, the success rate 
was below 90% for nine of these 13 speakers.  
 

Table 1: The percentage of speech frames tracked 
successfully by the DPTRACK formant tracker (Clermont, 

1992) for each of 13 speakers, and the correlation between the 
dimensions of Height and F1, and Backness and F2s, as 

estimated using Hawkins’ (1997) algorithm. 
 

DPTRAK  Hawkins’ algorithm  
Speaker 
number Total no. 

of speech 
frames  

% of  
frames 
tracked 
correctly  

Correlatio
n of   

Height  
with F1 

Correlatio
n of 

Backness  
with F2  

S04 601 99% 0.9488 0.8923 
S11 638 96 % 0.9523 0.8994 
S35 485 92 % 0.9431 0.9400 
S31 475 91 % 0.8643 0.7275 
S20 581 88 % 0.8137 0.8259 
S12 445 87 % 0.8922 0.9159 
S30 580 86 % 0.8833 0.8786 
S34 583 86 % 0.9167 0.9027 
S24 657 85 % 0.8924 0.9248 
S01 417 84 % 0.8579 0.9032 
S19 521 80 % 0.8997 0.7501 
S36 693 81 % 0.9272 0.8849 
S13 446 58 % 0.8805 0.7684 

 

3. Screening the output of DPTRAK algorithm 
Given that we consider 90% to be the minimum acceptable 
accuracy rate, there is a clear need for a method to screen 
speech frames that have tracked by an automatic formant 
tracker. The idea is to devise an algorithm that can be applied 
to the formant-tracked speech frames of an individual to 
identify and retain only those frames that have been 
accurately tracked and to discard those that are inaccurate. For 
each speaker, there is a need to retain as many speech frames 
as possible and to sample from all his vowels whilst at the 
same time guaranteeing an accuracy rate at or above 90%. 
This needs to be done automatically and without prior 
knowledge of the true hand-marked formant frequencies  

Building on earlier work by Hawkins (Hawkins, McLeod 
& Millar, 1994a; Hawkins, McLeod & Millar, 1994b; 
Hawkins, 1997; Hawkins, He, Williams & Baxter, 2002), we 
design the SpeechSifter algorithm to significantly lift the 
percentage of speech frames that are correctly tracked by a 
formant tracker using the analysis-by-synthesis method. The 
method is applied to the distribution of vocalic sounds made 
by individual male speakers as they utter all 11 monophthongs 
and eight diphthongs of Australian English in an [h-vowel-d] 
context. Speech frames are taken from the entire vocalic 
nucleus of each vowel and not just from steady-state regions 
or hypothesized vowel targets. 

Our method has three parts: First, it identifies the ideal 
training speaker on which to train a Replicator Neural 
Network or RNN from a range of possible speakers.  
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Second, it uses this ideal training speaker to train a 
Replicator Neural Network or RNN. The design of an RNN 
for the detection of outliers was first introduced by Hawkins, 
He, Williams & Baxter (2002) and is shown schematically in 
Figure 1 below.  
 

 
 
Figure 1: A schematic view of a fully connected 5-layer RNN 

with three units in its central layer.  
 

Third, the trained RNN is applied to a test speaker to screen 
for speech frames that are likely to have been successfully 
tracked. The result, for each speaker, is the largest possible set 
of speech frames, sampled from all 19 vocalic sounds 
produced by a speaker, in which 90% of speech frames have 
been successfully tracked.  

3.1. Selection of best training speaker 

The algorithm first picks the ideal speaker on which to train 
the RNN. This is done using Hawkins’ algorithm which 
automatically extracts two dimensions, Height and Backness 
in an unsupervised fashion from the spectral representation of 
an individual speaker’s vocalic sounds (Hawkins et al., 1994b; 
Hawkins, 1997). These two dimensions correlate strongly with 
F1 and F2 respectively, although the strength of the 
correlation varies across speakers (see Table 1). It is worth 
noting that there is no requirement to know a speaker’s 
formants in order to extract these two formant-like 
dimensions. 

Hawkins’ algorithm (1997) works by comparing the 
distribution of a speaker’s vocalic sounds in two different 
spaces: reduced cepstral space and perceptual space. 

3.1.1. Reduced cepstral space  

The first space is created by calculating the first three 
principal components of an individual speaker’s vowel sounds 
when the spectra of these vocalic sounds are represented in 
terms of the first 12 low-order LPC cepstral coefficients. This 
is called reduced-cepstral space. When any individual 
speaker’s vocalic sounds are plotted as points in reduced 
cepstral space, Hawkins (1997)  discovered that these points 
lie on or very close to a 2-dimensional surface. This surface is 
shaped like a trough with a parabolic cross-section (a 
parabolic trough). The shape of this parabolic-shaped trough 
shaped surface was found to be very similar indeed from one 
speaker to another. 

3.1.2. Perceptual space 

The second space, perceptual space,  is created in the 
following way. When listeners are to describe the perceived 
similarity between vowel sounds, Multidimensional Scaling 
(MDS) reveals that listeners use just three perceptual 
dimensions to distinguish the sounds. The two most important 
perceptual dimensions used by listeners can be interpreted as 
perceived vowel Backness and perceived vowel Height. These 
perceptual dimensions are strongly correlated with F2 and F1 
respectively. 

We can call the 3-dimensional space formed by the three 
most important perceptual dimensions perceptual space. 
When the vowel sounds of either American English or Dutch 
are embedded in this 3-dimensional space, Hawkins (1997) 
found that the vowel sounds of either language lie on or close 
to a 2-dimensional surface. Just as in reduced-cepstral space, 
this surface was shaped like a parabolic trough. The similar 
shape of this 2-dimensional surface in both Dutch and 
American English suggests that the phonetic quality of the 
vocalic sounds in these two languages is perceived in terms of 
similar acoustic dimensions. 

3.1.3. Method 

Hawkins (1997) noted the striking similarity in the shape of a 
speaker’s vowel surface in both reduced-cepstral space and in 
perceptual space. In both domains, a speaker’s vowel data 
formed a parabolic shaped surface with a trough-shaped cross-
section. The only real difference between the two domains 
was the orientation of the 2-dimensional surface within the 3-
dimensional embedding space. In perceptual space, the vowel 
surface had a plane of symmetry that lay at 90 degrees to the 
most salient perceptual dimension (perceived Backness) and at 
45 degrees to the next most salient perceptual dimension 
(perceived vowel Height).  

Hawkins (1997) reasoned that it should be possible to 
recover the perceptual dimensions of Height and Backness 
from reduced-cepstral space. This was achieved in a 
straightforward manner by rotating a speaker’s vowel surface 
in reduced cepstral space into alignment with the vowel 
surface in perceptual space. Hawkins found that the same 
simple rotation matrix, applied to any speaker, was able to 
yield two dimensions that were highly correlated with F2 and 
F1. Whilst the correlations with F1 and F1 were generally 
strong, there was nonetheless some variation in the accuracy 
of these estimates across speakers (see Table 1). 

Using Hawkins’ (1997) unsupervised algorithm, we can 
derive two dimensions from the reduced-cepstral 
representation of a speaker’s vowel sounds that will correlate 
highly with F1 and F2. Judging by the results for 13 speakers 
(as shown in Table 1), it would appear that the stronger the 
correlation, the more accurately this speaker’s formants are 
tracked by the DPTRAK analysis-by-synthesis formant 
tracker. We therefore now have an independent method for 
gauging whether a speaker’s formants will be accurately 
tracked by the DPTRAK algorithm.  

Essentially, we are training a RNN to behave just like 
DPTRAK, to make little or no error when DPTRAK is 
accurate and to make large errors when DPTRAK makes large 
errors. We can use the behaviour of the RNN  to screen only 
speech frames where the RNN makes small errors, and where 
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the DPTRAK is therefore very likely to be making accurate 
formant estimates.   

Moreover, this discovery also allows us to predict the best 
speaker on which to train the RNN. First, we note that the 
accuracy of the DPTRAK formant tracker covaries with the 
accuracy of formant correlates derived from Hawkins’ 
algorithm. In other words, when Hawkins’ algorithm yields 
accurate estimates, the accuracy of the DPTRAK formant 
tracker is also excellent. Second, it seems reasonable to 
suggest that the optimal speaker on which to train a RNN will 
be the one whose formants will be most accurately estimated 
by a formant tracker. If trained on this optimal speaker, the 
RNN will learn to encode spectral shapes at its central layer 
from which formant estimates can be derived accurately. 
Different spectral shapes, from which formants will be 
difficult to extract reliably, will be construed by the RNN as 
outliers and will be inaccurately reconstructed at the output 
layer. When applied to a new speaker, the  RNN will therefore 
assign low reconstruction errors to only those speech frames 
that will be accurately tracked by the DPTRAK algorithm.  

Thus, to find the optimal training speaker, we run the 
DPTRAK formant tracker across the vowel sounds produced 
by 13 speakers. The formant tracker will provide estimates of 
F1 and F2 for each speaker, and we know that these estimates 
will vary considerably in accuracy (from 58% to 99%). We 
then correlate these estimates from the formant tracker with 
estimates from Hawkins’ algorithm. Because the accuracy of 
the formant tracker covaries with the accuracy of Hawkins’ 
algorithm, the correlation between the two estimates will be 
highest for the speaker tracked most accurately. We pick this 
speaker to be the optimal speaker on which to train the RNN.  

3.1.4. Design of experiment 

We consider which of three speakers (speaker 4, 20 or 24) is 
the best speaker on which to train the RNN. The RNN will be 
trained using one of these speakers and then applied to the 
cepstral representation of all 693 vocalic sounds (speech 
frames) produced by Speaker 36. Speaker 36 was selected as 
the test speaker because the DPTRAK algorithm made a 
relatively large number of errors tracking the formants of this 
speaker. 

3.1.5. Optimal training speaker  

The most accurate correlates of F1 and F2 are obtained, using 
Hawkins’ algorithm, from Speaker 4 (see Table 1). Hence, we 
designate this speaker as the best training speaker for the 
RNN. The least accurate estimates are obtained from Speaker 
20 and so this speaker is designated as the worst training 
speaker. The estimate obtained for Speakers 24 is mid-way 
between the other two speakers and so this speaker is 
considered to be only a moderately good training speaker. 

3.2. Training a Replicator Neural Net (RNN) 

A Replicator Neural Net (Hawkins et al., 2002) is then trained 
to compress and then reproduce the vocalic sounds of the ideal 
training speaker. Each vocalic sound (speech frame) is 
represented in terms of the 12 low-order LPC cepstral 
coefficients. During training, the RNN learns to compress and 
then reproduce the 12 cepstral coefficients that characterize 
the vowel spectra in each speech frame as accurately as 
possible.  

The RNN we use in the current study is a 5-layer feed-
forward multi-layer perceptron with three hidden layers. 
These hidden layers are sandwiched between the input and 
output layers. The input and output layers have 12 units each, 
corresponding to the 12 cepstral coefficients used to describe 
the global spectrum in each speech frame in the training data. 
The number of units in the three hidden layers were chosen 
experimentally to minimize the average reconstruction error 
across all speech frames. The two outmost hidden layers 
(Layers 2 and 4) each contained 70 units.  

Sandwiched between these hidden layers is the central-
most layer with just three units. One innovation is the 
activation function used for units in this central hidden layer. 
Instead of the usual sigmoid activation function used for units 
in other layers, these units have a staircase-like activation 
function with 20 treadles or activation levels.  This activation 
function has the effect of dividing continuously distributed 
speech frames into a number of discrete valued vectors, 
providing the data compression for which  RNNs are known. 
This mapping to discrete categories naturally places the 
speech frames into a smaller number of clusters. This allows 
us to identify particular clusters of speech sounds in which 
formants are particularly difficult to estimate.   

During training, RNN weights are adjusted to minimize 
the mean square error for all speech frames so that speech 
frames with a common global spectral shape are more likely 
to be well reproduced by the trained RNN. Consequently, 
those speech frames representing outliers are less well 
reproduced by the trained RNN and have a higher 
reconstruction error. The reconstruction error is used as a 
measure of the likelihood that this speech frame has formants 
that were incorrectly tracked by the DPTRAK algorithm   

3.3. Applying the trained RNN 

The RNN was trained using one of three speakers (speaker 4, 
20 or 24) and then applied to the cepstral representation of all 
693 vocalic sounds produced by Speaker 36. Speaker 36 was 
selected as the test speaker in this study because the DPTRAK 
algorithm made a moderately large number of errors when 
tracking the formants of this speaker. 

The RNN produces two results for each speech frame: a 
reconstruction error (or ‘outlier factor’) for each speech frame 
and the cluster to which the speech frame belongs. These 
results are used to indicate which of the 693 speech frames are 
accurately tracked by DPTRAK and which are not. The 
question of interest is how many of the 693 speech frames 
produced by speaker 36 can be retained whilst ensuring an 
accuracy level set at some arbitrary level, say  90%. 

To detect speech frames in which formants are likely to be 
tracked accurately, we define the “Outlier Factor” of the ith 
speech frame OF(i), as the average reconstruction error over 
all cepstral coefficients representing the frame. The trained 
RNN is used to score each speech frame. The frames are then 
rank ordered from the most accurately reconstructed to the 
least accurately reconstructed. If we select only those vocalic 
sounds (speech frames) that are most accurately reproduced 
(say the top 75%), we significantly increase the percentage of 
speech frames that are accurately tracked. This is done 
without any prior knowledge of the speaker’s formants sand 
therefore avoids the manually intensive task of hand-marking 
formants by a trained phonetician. The clustering of vocalic 
sounds that occurs naturally at the innermost layer of the RNN 
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can also be used to determine which particular sounds are not 
being tracked inaccurately. 

Different training speakers were used to train the 
Replicator Neural Net (speakers 4, 20 and 24). As predicted, 
the best training speaker was speaker 4 and the worst was 
speaker 20 As shown in Table 1 below, when speaker 4 was 
used to train the RNN, it was possible to retain 521 frames of 
the original 693 frames produced by Speaker 36 (75%) whilst 
achieving an accuracy level of 90%.  
 
Table 2: Number of speech frames retained when the required 

accuracy was preset to different levels. 

Number of speech frames retained when  
this speaker used to train RNN 

Required 
(preset) 
accuracy Speaker 4 Speaker  24 Speaker 20 

95% 397  342 115  
90% 521 480 233 
85% 617  608  398  

81.2% 693 693 693 
 
On the other hand, when speaker 20 was used to train the 
RNN, it was only possible to retain only 233 frames (34%) of 
the 693 frames produced by speaker 36  in order to achieve a 
this desired accuracy level of 90%.  Speaker 24 provided a 
result that was intermediate between these other two.  
 
 

 
Figure 2: The staircase shaped activation function of each 
unit in the central layer of the RNN. Note that the unit is 

capable of generating just four activation levels. 
 

3.4. Cluster analysis 

To examine how the RNN clustered speech frames, we trained 
an RNN that had only two units in its middle layer to 
reproduce the vocalic sounds uttered by  speaker 4. Each unit 
in the central layer of this RNN had an activation function 
containing only  four treadles (as shown in Fig. 2). An RNN 
with this architecture is capable of generating only  
42= 16 possible codes (i.e., clusters) in its central layer. The 
RNN was trained on the ideal training speaker, speaker 4, then 
used to cluster the speech frames of speaker 36.  

Table 3 shows the distribution of all speech frames in the 
codebook of the central layer (where clusters are identified by 
the code produced by the units of the central layer). Only 10 
of these clusters contain more than one speech frame (and 
these are shown in Table 3).  From the table, it is clear that 
just four of these clusters contain the majority of the 
accurately tracked speech frames (clusters 0, 4, 8 and 15). 

Collectively, these clusters contain 355 accurately tracked 
speech segments but just 22 incorrectly tracked segments 
(94% accuracy). On the other hand, one cluster (cluster 12) 
contains the majority of the incorrectly speech frames (70 
frames).  
 
Table 3. Cluster output of an RNN with two units at its central 

layer. Each unit has four possible activation levels. 

Cluster 
Index 

Output of 
central layer  
Unit 1  Unit 2 

No. Speech 
frames in 

cluster 

% frames  
tracked 

accurately by 
DPRAK 

4 1 0 33 97% 
15 3 3 222 94% 
0 0 0 82 94% 
8 2 0 40 93% 

13 3 1 25 80% 
14 3 2 20 80% 
11 2 3 11 73% 
12 3 0 215 68% 
7 1 3 16 63% 
3 0 3 27 35% 

 
We also analyzed the type of vowel sounds where most errors 
were made. The RNN discovered that the high rounded back 
and high rounded central vowels form a large cluster (cluster 
12) with a high reconstruction error. This cluster was also 
poorly tracked by the DPTRAK algorithm (only 68% 
accuracy), even when the RNN was trained on the ideal 
training speaker, speaker 4. It would appear that these vowels 
have a spectral shape that is very different from other vowel 
sounds (hence the high reconstruction error) and this shape is 
causing difficulty for the DPTRAK algorithm.  

There are several reasons why the formants of these 
vowels (and especially the third formant) may be difficult to 
track, and why the reconstruction error for these vowels is so 
high. First, there is substantial variability in the F3 of these 
vowels across speakers. This is because speakers may differ in 
the articulatory strategy that they use to produce the 
perceptually salient F1-F2 target pattern of these vowels.  As 
discussed by Perkell et al. (1993), speakers will trade-off lip-
rounding and tongue body-raising to produce the desired F1-
F2 pattern of the vowel [u] as in “who’d”. Some speakers will 
round their lips more and raise their tongue-body less whereas 
other speakers do the reverse. Regardless of the strategy used, 
the same F1-F2 pattern is produced. What varies, however, is 
the frequency of the F3 produced. This does not matter to the 
speaker or the listener, because it is only the F1-F2 pattern of 
the high rounded and high rounded central vowels that is 
perceptually salient in the identification of these vowels. 
However, this variability in the F3 of these high rounded back 
and central vowels will changes the overall shape of the 
spectra and this appears to pose difficulties for the DPTRAK 
formant tracker and also for the RNN.  

Second, the training speaker, speaker 4, produced much 
lower F3 values on his high rounded back and high rounded 
central vowels than the test speaker, speaker 36 (see table 4). 
Their F1-F2 values were comparable. An RNN trained on the 
spectral shapes of the high rounded back and high rounded 
central vowels of speaker 4 will therefore produce generate 
high reconstruction  errors when tested on speaker 36.  
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Table 4: Average F3 values (in Hz) of the high rounded back 
vowels (“in “hod”, “hoard” and “hood”) and the high rounded 
central vowel (in “who’d”) produced by four male speakers of 

the General variety of Australian English 

Speaker hod hoard hood who’d 
Speaker 4 2217 2458 2422 2222 
Speaker 20 2131 2473 2467 2599 
Speaker 24 1968 2629 2505 2413 
Speaker 36 2795 2801 2773 2619 
 
One clue to the articulatory strategy used by speakers in  
generating high rounded back and high rounded central 
vowels is given by the pattern of F3 values across these 
vowels (Hawkins, 1997). Speakers using a high tongue-body 
raising strategy will generate F3 values for the vowel “who’d” 
that are lower than their F3 values for vowels in “hod”, 
“hoard” and “hood”. Speaker 4, 24 and 36 all appear to use 
this articulatory strategy. On the other hand, speakers using 
the low tongue-body raising strategy generate F3 values for 
the vowel in “who’d” that are higher than the F3 values in the 
other vowels. Speaker 20 appears to use this articulatory 
strategy. As a result, Speaker 20 generates spectral shapes for 
his high rounded back and high rounded central vowels that 
are quite different in overall spectral shape to the spectral 
shapes produced by the other three other speakers. One can 
understand, therefore, why speaker 20 is such a poor training 
speaker for the RNN and why the DPTRAK has difficulty 
tracking the formants in this speaker’s high rounded back and 
high rounded central vowels. 
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